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Transhumanist Technologies
By Dr.Rupnathji ( Dr.Rupak Nath )
Transhumanists advocate the improvement of human capacities through advanced
technology. Not just technology as in gadgets you get from Best Buy, but technology in the
grander sense of strategies for eliminating disease, providing cheap but high-quality
products to the world’s poorest, improving quality of life and social interconnectedness,
and so on. Technology we don’t notice because it’s blended in with the fabric of the world,
but would immediately take note of its absence if it became unavailable. (Ever tried to
travel to another country on foot?) Technology needn’t be expensive — indeed, if a
technology is truly effective it will pay for itself many times over.
Transhumanists tend to take a longer-than-average view of technological progress, looking
not just five or ten years into the future but twenty years, thirty years, and beyond. We
realize that the longer you look forward, the more uncertain the predictions get, but one
thing is quite certain: if a technology is physically possible and obviously useful, human (or
transhuman!) ingenuity will see to it that it gets built eventually.
As we gain ever greater control over the atomic structure of matter, our technological goals
become increasingly ambitious, and their payoffs more and more generous. Sometimes new
technologies even make us happier in a long-lasting way: the Internet would be a prime
example. In the following list I take a look at what I consider the top ten transhumanist
technologies.

The List

10. Cryonics

Cryonics is the high-fidelity preservation of the human body, and particularly the brain, after
what we would call death, in anticipation of possible future revival. Cryonics is an important
transhumanist technology not only because it is already available today, but because the
technology is relatively mature — we can reliably stop cells from decaying. In vitrification, the
brain is not frozen in the conventional manner but with a cryoprotectant (antifreeze) mixture,
which effectively prevents the formation of crystals, causing the water to freeze smoothly, like
glass.
Maintenance of a cryo-patient is not difficult — it requires no electricity, but merely the
replenishment of liquid nitrogen about every three weeks. As cryonics becomes more popular,
this process could become automated and extremely reliable. Further improvements in dewar
technology will continue to increase safety and reduce costs. The Cryonics Institute in Michigan,
for example, has operated since 1976 without a single mishap.
Financed by the interest of the payout of a life insurance policy (which for people under 40 may
cost as little as $100 a year to own), patients can be securely cryopreserved for as long as the
cryonics company stays afloat and the dewar stays in one piece. Eventual revival does not
require the technology to become available tomorrow, or next year… as long as the liquid
nitrogen keeps replenished, you can stay on ice for as long as it takes.
For an existence proof of cryonic revival, there are frogs that can freeze solid and revive later,
though reviving a human from freezing would likely require molecular nanotechnology (MNT).
When we will be able to revive a cryo-patient will be strongly related to when we develop
sophisticated MNT. Once we do develop MNT, the prospect of successful revival is extremely
likely — it would involve slowly melting the ice and rebooting the metabolism by kickstarting
the appropriate chemical reactions within cells.

9. Virtual Reality

The above image may look like a photo, but it’s actually a screenshot from the game Crysis, a
first-person shooter which will be released later this year. Look atscreenshotsfrom the game and
you’ll see that computer graphics are already beginning to approach photorealism. Sometime in
the 2020s, reality simulations will become so high-resolution and immersive that they’ll start to
get indistinguishable from the real thing.
Simulations will become the preferred environments for work and play. Pretty soon the main
obstacle to truly immersive VR will not be the visuals but the haptics — our sense of touch. To
fool our senses into believing haptic technologies are conveying the real thing, the “frame rate”
needs to be significantly higher than for visual technologies, a few hundred updates per second
rather than a few dozen — which is why development could take another decade or two. But
many millions of dollars are currently going into efforts to develop advanced VR.
Clearly, World of Warcraft’s eight million subscribers and Second Life’s five million subscribers
are onto something. At least 1% of all broadband Internet users play in virtual worlds, and this
number is increasing rapidly. These worlds typically outclass the real world in terms of
customizability, but still have yet to catch up in terms of sensory richness or social fulfillment.
But it’s only a matter of time.
In the mid-to-late 2020s, I expect full-body, high quality haptic VR suits to be affordable to the
average person in developed countries, obtained either from your local Wal-Mart or perhaps
printed right out of a desktop nanofactory after payment of a fee. For more on this, here is one
scientific paper, “Towards full-body haptic feedback”.

8. Gene Therapy/RNA Interference

Gene therapy replaces bad genes with good genes, and RNA interference can selectively knock
out gene expression. Together, they give us an unprecedented ability to manipulate our own
genetic code. By knocking out genes that code for certain metabolic proteins, scientists have
been able to make mice that stay slim no matter how much junk food they eat. Lou Gehrig’s
disease has been cured in mice, and it could only be a few years before we develop a therapy that
can cure it for humans too.
Aubrey de Grey’s SENS (Strategies for Engineered Negligible Senescence) research program
contains various prescriptions for the use of gene therapy. Within a couple decades or so,
progress in anti-aging therapies will improve to the point where we are gaining more than an
extra year of lifespan per year, reaching so-called “longevity escape velocity” eventually
culminating in indefinite lifespans.
Like many transhumanist technologies, gene therapy is really exciting because it’s just
beginning. No scientist has yet performed gene therapy on germline cells (sexual cells in the
gonads) due to the ethical controversy of producing genetic changes which are heritable, but, as
with many of these things, it’s only a matter of time. Regulations in any given country will only
be capable of slowing the overall progress of the field by a few years at most.
The money will go where the research is permitted. In its mature form, gene therapy and genetic

engineering will become extremely cheap and powerful, letting humans live comfortably in a
wider range of environments and gain immunity to most, if not all diseases. Supercomputers of
the future, with thousands or millions of times the crunch power of today’s best, will let us
simulate the changes in extreme detail before we attempt them with actual human beings. This
will make ill side effects quite unlikely for the typical case, much to the dismay of the authors of
“genetic engineering turned daddy into a bloodthirsty zombie!” trash novels and films.

7. Space Colonization

Space colonies will become necessary to house the many billions of individuals that will be born
in the future as our population continues to expand at a lazy exponential. In his book,The
Millennial Project, Marshall T. Savage estimates that the Asteroid Belt could hold 7,500 trillion
people, if thoroughly reshaped into O’Neill colonies. At a typical population growth rate for

developed countries at 1% per annum (doubling every 72 years), it would take us 1,440 years to
fill that space. Siphoning light gases off Jupiter and Saturn and fusing them into heavier elements
for construction of further colonies seems plausible in the longer term as well.
Why expand into space? For many, the answers are blatantly obvious, but the easiest is that the
alternatives are limiting the human freedom to reproduce, or mass murder, both of which are
morally unacceptable. Population growth is not inherently antithetical to a love of the
environment — in fact, by expanding outwards into the cosmos in all directions, we’ll be able to
seed every star system with every species of plant and animal imaginable. The genetic diversity
of the embryonic home planet will seem tiny by comparison.
Space colonization is closely related to transhumanism through the mutual association of futurist
philosophy, but also more directly because the embrace of transhumanism will be necessary to
colonize space. Human beings aren’t designed to live in space. Our physiological issues with it
are manifold, from deteriorating muscle mass to uncontrollable flatulence. On the surface of
Venus, we would melt, on the surface of Mars, we’d freeze. The only reasonable solution is to
upgrade our bodies. Not terraform the cosmos, but cosmosform ourselves.

6. Cybernetics
Can you spot the cyborg in this picture? You’re looking right at him! It’s Michael Chorost, the
man who was born almost deaf but now can hear, thanks to a cochlear implant. Most of the
cyborgs in fiction fit certain stereotypes — bermensch wannabes, cyborg assassins, and
supercops. But cyborgs already walk among us, and they look just like normal people.
This trend will continue in the future. Many cyborg upgrades which will become available in the
20s and 30s, such as hearing and vision enhancement, metabolic enhancement, artificial bones,
muscles, and organs, and even brain-computer interfaces will be invisible to the casual observer,
implanted beneath the skin. Cybernetic features on the surface, such as dermal enhancements or
technological actuators like retractable wings, will be carefully camouflaged. No one will want
to shock the rest of society by looking like the tin man in public.
The process of cyborgization has already been happening for centuries if not millennia, since the
advent of clothing and piercings. For many generations, but especially in the last couple decades,
our technological gadgets have been getting smaller, more functional, and more closely
integrated with our natural activity.
Recently, Microsoft announced Microsoft Surface, a mouseless, keyboardless form of desktop
computing which takes input from finger tracing and hand gestures. The sophistication of
biotechnology and the availability of better materials and precision manufacturing will let us
make systems so small and effective that even everyday people elect to implant them.
These cybernetic systems will greatly improve our everyday experience, from letting us hear a
wider range of ambient sounds, to viewing millions of stars rather than just a few thousand, to

making us more resistant to accidents. They will improve the overall economy by enabling us do
more work in less time for better pay. In the long term, enhanced humans may get a bigger
portion of the economic pie than un-augmented humans, but the pie itself will become so much
larger than even the poorest humans of tomorrow will be better off than the wealthiest of today.
Here’s a good cyborg blog I found while doing research for this article, and the Power Jacket, a
4-pound jacket that enhances strength and is used by people recovering from paralysis. For more,
see the cyberneticscategory of my del.ic.ious links, or my top ten list of cybernetic
enhancements.

5. Autonomous Self-Replicating Robotics

Why do manual labor when the robots can do it for you? Self-replication might be considered the
Holy Grail of robotics. A landmark NASA study, “Advanced Automation for Space Missions”,
found that robotic self-replication is just a matter of engineering, and that no fundamental
theoretical breakthroughs are needed. The study proposed sending a 100-ton package to the
Moon, with a self-replication time of 1 year, and letting it self-replicate until the desired level of
development is attained.
The design — which was fleshed out in great detail — was based on electric carts running on
rails within the factory, “paving machines” that direct sunlight to melt lunar regolith, robotic
strip miners for obtaining raw materials, and a solar cell “canopy” for powering it all. After 10
years, over 100,000 tons of lunar factory could be produced autonomously. The factory’s
functions could then be hijacked for the benefit of human colonists, used to produce housing,
products, and provide large quantities of solar power.

If similar self-replicating systems could be constructed on Earth, there would be little limit to the
material plenty they could provide. Self-replicating factories could turn the vast empty badlands
of Australia into lush gardens by pumping water from the oceans, self-replicating factories in the
high Arctic could melt snow and create gigantic transparent domes suitable for habitation, and
submersible automata in the seas could dredge sand from abiotic regions of the ocean floor and
process it into gigantic platforms for human colonization.
By opening up such vast new regions of the Earth’s surface, talk of overpopulation and crowding
would fall by the wayside for quite a few decades, with people realizing how much space there
actually was all along. And once things really do get too crowded here on Earth, we can move to
the Moon, Mars, and the asteroid belt, using the power of self-replicating robotics to create
rotating space colonies suitable for housing trillions of people.
Self-replicating factories could reduce the costs of material goods close to that of food — the
primary expenses would consist of raw materials, energy, and whatever small quantity of human
oversight is necessary to keep an eye on the overall structure of things. By utilizing special, manmade “nutrients” for top-level functions (rare or exotic molecules such as custom-synthesized
proteins) and the broadcast architecture — whereby derivative factories must receive
affirmations from a central parent factory to continue self-replicating— such factories could be
made safe by design.
With such abundance, humanity might actually shift from having a zero-sum perspective on a
world to a positive-sum perspective. With medical tools and basic goods in ample supply, no one
in the world would need to suffer from poverty or curable disease. The nature of human work
would shift from manual drudgery and mind-numbing routine to more creative and personally
fulfilling endeavors, like art, music, math, science, literature, and exploration.
For more details on the state of the art in self-replicating machines, see the Wikipedia entry, or
the magnum opus on the topic, Kinematic Self-Replicating Machines.

4. Molecular Manufacturing

Nanofactory in action. CourtesyLizard Fire Studios.
If self-replication is the Holy Grail of robotics, then molecular nanotechnology (MNT) is the
Holy Grail of manufacturing. Molecular nanotechnology would use massive arrays of
nanometer-scale actuators(produced initially through self-replication) to manufacture macroscale
products with atomic precision. This concept is known as the nanofactory.
In practical terms, the creation of nanofactories would mean that practically everything could be
made out of diamond, motors would becomeso powerful that a cubic centimeter would provide
enough torque to propel a car, medical nanodevices could heal wounds and repair organs without
the need for surgery, and air-suspended nanodevices (“utility fog”) could be configured to
simulate practically any desired object on demand.
On the downside of things, it could become easy to manufacture mite-sized robots with a
payload of poison sufficient to kill thousands, or a laptop-sized device capable of separating U235 from U-238 in a worrisomely simple and rapid fashion, or self-replicating synthetic algae
capable of clogging up our oceans with grey goo.
Enabling widespread use of the positive applications while cleanly and completely suppressing
the nasty applications is a first-order challenge. Incidentally, you can make a difference right
now by donating to the Lifeboat Foundation or Center for Responsible Nanotechnology, two of
very few organizations focusing on this area.

To some, molecular nanotechnology sounds like science fiction, and based on the grandiose
applications I discussed in the previous paragraph, you can’t blame them. But many of the
prerequisites of molecular manufacturing have already been demonstrated — “molecular
surgery” has been used to snip off and replace individual hydrogen atoms, various functional
nanoscale devices have been built, scanning tunneling microscopy has been used to mechanically
manipulate individual atoms, and so on. The challenge is to create a nanoscale manipulator arm
capable of placing individual atoms with angstrom-level precision, avoiding undesired reactions,
and serving as a universal constructor that can build a copy of itself.
There are numerous technical challenges still outstanding, but when these are overcome,
manufacturing will be granted the power that nature has had for hundreds of millions of years —
the ability to fabricate large objects with molecular precision. The numerous potential
applications of the technology to human enhancement are obvious; with molecular
manufacturing, we could orchestrate elegant improvements to every single body component,
achieving all of the upgrades described on my top ten list, and many more.

3. Megascale Engineering

Most people are familiar with megascale engineering because it is seen throughout fiction — the
Death Star, for instance. Typically, megascale engineering refers to building structures at least
1,000 km in length in one dimension, such as a space elevator,Globus Cassus, or Dyson sphere.

With the self-replicating robotics described above, the production of such large structures could
be done largely by autonomous drones, with intelligent agents only managing the highest toplevel functions and architecture.
Considering that mankind’s long-term future is in space, and that space right now is pretty
devoid of any structure useful or habitable to humans, we have a lot of work to do, and if you can
make the projects megascale, why not?
Like some of the other items on this list, megascale engineering is only indirectly transhumanist
— but is still very relevant to the long-term future of intelligent life. Megascale engineering goes
hand-in-hand with the grandiose transhumanist vision: intelligent beings spreading across the
cosmos, and eventually shaping the very structure of the universe itself.
The fact that these vast expanses of colonizable space are currently neglected imposes on us a
vast opportunity cost — if we hurried up a bit and colonized them, we could give rise to
tremendous numbers of people leading worthwhile lives. What experiences would they have, and
what stories would they tell? We’ll never find out, unless we make it happen.

2. Mind Uploading

Mind uploading, sometimes referred to as nonbiological intelligence, centers around the
controversial proposition that cognitive processing can be implemented on substrates other than

our current neurons. Considering decades of successful results in neurophysiology, and the
recent construction of the world’s first brain prosthesis — an artificial copy of the hippocampus
— this seems very likely. It appears that our minds are defined more by the information pattern
they embody than the particular hardware they are implemented on.
Numerous philosophers of mind have longrecognized this, but acceptance among the wider
public has been a long time in coming: people don’t want to think that they’re “just” data
structures being implemented as computational automata on biological neurons. But it is hard to
think of it any other way: once we dismiss the possibility of an immaterial soul, we must
acknowledge the mind as a material pattern implemented in physical configurations, and if other
substances aside from our current neurons can meet the requirements for these configurations,
then there is no reason why intelligence and consciousness could not exist on another substrate.
For a humorous look at this complex philosophical argument, see “They’re Made Out of Meat”
by Terry Bisson.
If our brains really don’t have to be made out of meat, then we can transfer them to other
substrates. By incrementally replacing each neuron with a synthetic neuron-equivalent, the whole
process could go down painlessly and seamlessly. The transfer could be as slow or as fast as we
want: from the information-processing perspective of the brain itself, nothing ever changes.
Light still comes in through the eye’s lens, hits the retina, is transformed into nerve impulses
which travel down the optic nerve, receives further processing in the visual cortex at the back of
the brain, the highlights of which are sent to the prefrontal cortex for integration with
information from the other senses.
The brain can’t tell if it’s made out of traditional meat, or accelerated biological neurons, or
entirely nonbiological neuron-equivalents: the computation is the same. Sometimes this notion is
also referred to as an application of the Church-Turing thesis.
If entirely synthetic brains are possible, then there’s nothing stopping such persons from
inhabiting computer networks — not indirectly, sitting in chairs as we currently do, but directly,
engaging in computer worlds as a sentient program of tremendous complexity. With molecular
manufacturing on hand, reversing the process would be as simple as printing out a hundred or so
kilograms of flesh and bone again, complete with memories from the networked experience.
This is probably among the transhumanist visions that most reliably elicits the “yuck!” reaction,
but if functionalism is true, then virtual experience will be indistinguishable from physical
experience. Not only that, but even more enjoyable, due to the manifold degrees of freedom
which would become newly accessible. In a virtual world, there are no laws of physics except
those we choose.
For a bit more on simulations, see this primer, and remember: be careful not to generalize from
fictional evidence.

1. Artificial General Intelligence (AGI)

As argued in the previous section, functionalism seems likely. If so, then strong AIis possible.
Thinking, feeling, imagining, creating, communicating, thoughtful synthetic intelligences with
conscious experiences. Whether serial computing is sufficient, or parallel computing is
necessary, both are within technological reach, and present-day computing speeds are fast
approaching the computing power of the human brain.

In fact, according to many estimates, the fastest present-day supercomputer, Blue Gene/P, has
already exceeded it. Blue Gene/P operates continuously at speeds of over a petaflop, which is a
million billion operations per second. For strong AI skeptics, no computer — even one operating
at trillions of trillions of trillions of operations per second, is sufficient to implement true
intelligence, but to functionalists like myself, such a meat-centric perspective is unjustified.
Distinct from artificial intelligence in general, which has come to refer to any sophisticated
software program, artificial general intelligence refers to AIs that display open-ended learning
and similar competency levels to human beings.
A handful of researchers are working diligently towards artificial general intelligence, informed
by the mathematics of inference and probability theory: Jürgen Schmidhuber, whose“main
scientific ambition has been to build an optimal scientist, then retire”; Marcus Hutter, author of
the landmark bookUniversal Artificial Intelligence;Ben Goertzel, who recently presented his AI
design in a talk to Google; and Eliezer Yudkowsky, who is developing a reflective decision
theory from first principles. Whether or not others believe in the feasibility of general AI, these
individuals will keep working, and one will eventually succeed.
The way the world would be impacted by the arrival of general AI is too extreme to discuss in
much detail here. If raw materials such as sand can be converted into computer chips and then
into intelligent minds, eventually the majority of material in the solar system could be made
intelligent and conscious. The result would be a “noetic Renaissance”:the expansion of
intelligence and experience beyond our wildest dreams.
Conversely, if not given empathic values, artificial intelligence could lead to the doom of all. It’s
up to us to set the initial conditions appropriately: if not, we might not be around to regret it.

10 Futuristic Materials
by Dr.Rupnathji ( Dr.Rupak Nath ).
1. Aerogel

Aerogel protecting crayons from a blowtorch.

This tiny block of transparent aerogel is supporting a brick weighing 2.5 kg. The aerogel’s
density is 3 mg/cm3.
Aerogel holds 15 entries in theGuinness Book of Records, more than any other material.
Sometimes called “frozen smoke”, aerogel is made by the supercritical drying of liquid gels of
alumina, chromia, tin oxide, or carbon. It’s 99.8% empty space, which makes it look semitransparent. Aerogel is a fantastic insulator — if you had a shield of aerogel, you could easily
defend yourself from a flamethrower. It stops cold, it stops heat. You could build a warm dome
on the Moon. Aerogels have unbelievable surface area in their internal fractal structures— cubes
of aerogel just an inch on a side may have an internal surface area equivalent to a football field.
Despite its low density, aerogel has been looked into as a component of military armor because
of its insulating properties.

2. Carbon nanotubes

Carbon nanotubes are long chains of carbon held together by the strongest bond in all chemistry,
the sacred sp2 bond, even stronger than the sp3 bonds that hold together diamond. Carbon
nanotubes have numerous remarkable physical properties, including ballistic electron transport
(making them ideal for electronics) and so much tensile strength that they are the only substance
that could be used to build a space elevator. The specific strength of carbon nanotubes is 48,000
kN·m/kg, the best of known materials, compared to high-carbon steel’s 154 kN·/kg. That’s 300
times stronger than steel. You could build towers hundreds of kilometers high with it.

3. Metamaterials

“Metamaterial” refers to any material that gains its properties from structure rather than
composition. Metamaterials have been used to create microwave invisibility cloaks, 2D
invisibility cloaks, and materials with other unusual optical properties. Mother-of-pearl gets its
rainbow color from metamaterials of biological origin. Some metamaterials have a negative
refractive index, an optical property that may be used to create“Superlenses”which resolve
features smaller than the wavelength of light used to image them! This technology is called
subwavelength imaging. Metamaterials would used inphased array optics, a technology that
could render perfect holograms on a 2D display. These holograms would be so perfect that you
could be standing 6 inches from the screen, looking into the “distance” with binoculars, and not
even notice it’s a hologram.

4. Bulk diamond

We’re starting to lay down thick layers of diamond in CVD machines, hinting towards a future
of bulk diamond machinery. Diamond is an ideal construction material — it’s immensely strong,
light, made out of the widely available element carbon, nearly complete thermal conductivity,
and has among the highest melting and boiling points of all materials. By introducing trace
impurities, you can make a diamond practically any color you want. Imagine a jet, with hundreds
of thousands of moving parts made of fine-tuned diamond machinery. Such a craft would be
more powerful than today’s best fighter planes in the way an F-22 is better than the Red Baron’s
Fokker Dr.1.

5. Bulk fullerenes

Diamonds may be strong, but aggregated diamond nanorods (what I call amorphous fullerene)
are stronger. Amorphous fullerene has a isothermal bulk modulus of 491 gigapascals (GPa),
compared to diamond’s 442 GPa. As we see in the image, the nanoscale structure of the fullerene
gives it a beautiful iridescent appearance. Fullerenes can be made substantially stronger than
diamond, but for greater energy cost. After a “Diamond Age”we may eventually transition to a
“Fullerene Age” as our technology gets even more sophisticated.

6. Amorphous metal

Amorphous metals, also called metallic glasses, consist of metal with a disordered atomic
structure. They can be twice as strong as steel. Because of their disordered structure, they can
disperse impact energy more effectively than a metal crystal, which has points of weakness.
Amorphous metals are made by quickly cooling molten metal before it has a chance to align
itself in a crystal pattern. Amorphous metals may the military’s next generation of armor, before
they adopt diamondoid armor in mid-century. On the green side of things, amorphous metals
have electronic properties that improve the efficiency of power grids by as much as 40%, saving
us thousands of tons of fossil fuel emissions.

7. Superalloys

A superalloy is a generic term for a metal that can operate at very high temperatures, up to about
2000 °F (1100 °C). They are popular for use in the superhot turbine areas of jet engines. They
are used for more advanced oxygen-breathing designs, such as the ramjet and scramjet. When
we’re flying through the sky in hypersonic craft, we’ll have superalloys to thank for it.

8. Metal foam

Metal foam is what you get when you add a foaming agent, powdered titanium hydride, to
molten aluminum, then let it cool. The result is a very strong substance that is relatively light,

with 75–95% empty space. Because of its favorable strength-to-weight ratio, metal foams have
been proposed as a construction material for space colonies. Some metal forms are so light that
they float on water, which would make them excellent for building floating cities, like those
analyzed by Marshall T. Savage in one of my favorite books,The Millennial Project.

9. Transparent alumina

Transparent alumina is three times stronger than steel and transparent. The number of
applications for this are huge. Imagine an entire skyscraper or arcology made largely of
transparent steel. The skylines of the future could look more like a series of floating black dots
(opaque private rooms) rather than the monoliths of today. A huge space station made of
transparent alumina could cruise in low Earth orbit without being a creepy black dot when it
passes overhead. And hey… transparent swords!

10. E-textiles

If you meet up and talk to me in 2020, I’ll likely be covered inelectronic textiles. Why carry
some electronic gadget you can easily lose when we can just wear our computers? We’ll develop
clothing that can constantly project the video of our choosing (unless it turns out being so
annoying that we ban it). Imagine wearing a robe covered in a display that actually projects the
night sky in realtime. Imagine talking to people over the “phone” just by making a hand gesture
and activating electronics in your lapel, then merely thinking about what you want to say
(thought-to-speech interfaces). The possibilities of e-textiles are limitless.

Brain-Computer Interfaces for Manipulating
Dreams
by Dr.Rupnathji ( Dr.Rupak Nath )

A first-generation commercialbrain-computer interface (BCI) is being released by Emotiv
Systems later this year. What does the future hold for BCI?
By 2050, and likely sooner, you will be able to buy a BCI device that records all your dreams in
their entirety. This will be done in one of two ways. One method would be to use
distributednanobots less than a micrometer in diameter to spread throughout the brain and
monitor the activation patterns of neurons.
By this point, cognitive science will have advanced enough to know which neural activation
patterns correspond to which sensory experiences. This has already been done with cats (using
electrodes, not nanobots), where researchers led by scientist Garrett Stanley were able to
extrapolate what a cat was seeing merely by monitoring the neurons of its visual cortex. Here are
some images they obtained:

The next steps will be to increase the resolution, add monitoring of emotions, sounds, and smells,
and make it safe for human use. An alternative route, if nanobots are still not ready for
commercial deployment by 2050, is to have minimally invasive surgery where tiny holes, no

larger than a grain of sand, are drilled in the skull. (Small price to pay, I’d say. And if drilling
holes in the skull, even holes too small to do any damage, bothers you, then wait for the
nanobots.)
Electronic nanofibers could be routed through these holes from a port on the outside to neurons
throughout the brain. The holes could be protected by a plastic membrane, ensuring that no
foreign particles could pass through them into the brain. The access ports on the scalp would be
compatible with a BCI headset designed to monitor activity in specific neural groups and
selectively stimulate neurons according to a program.
A major challenge, of course, would be to get FDA approval for such a device. The therapeutic
and practical benefits of a high-resolution BCI device are so large that if it can be shown not to
cause any damage or negative side effects to its user, approval seems likely.
If the BCI device offers input to the brain as well as recording output, then dreams could be
played back too. A Dream Machine would let usshow our dreams to others. If we know which
neural activation pattern corresponds to which perceptions (sight, sounds, etc.), it’s not a huge
leap to selectively stimulate neurons to produce customized dream scenarios, or even enter the
dreams of others in action. (In ascending order of technological difficulty.)
Manipulating our dreams… how many thousands of years has humanity waited for this? Here’s a
frequent kind of background I see in my dreams:

…other things I see include gigantic academic complexes, cliff networks, green hills overlooking
sunny blue bays, and many others. I’m sure you can imagine hundreds of scenarios from your
dreams, many of which seem so fleeting. But it won’t necessarily be that way forever.

The possible societal effects of a Dream Machine would be immense. Dream recordings and
recreations would offer an opportunity to:
1) Validate or refute Freudian theories about the connections of dreams to subconscious or
conscious psychological states.
2) Create a “science of dreams” oroneirology, that organizes all available dream data, breaks up
dreams into categories, studies which type of people get which dreams, etc.
3) Create a “dream entertainment industry” where people choose to have customized dreams,
with features like greater visual complexity or richness of colors, or even massively multiplayer
dreams.
4) The possible rise of “dream celebrities” — people who freely upload their dreams for others to
examine, followed by a positive reception. People might lead double lives — boring accountant
by day, world-famous lucid dreamer by night. Some people might even get paid for their dreams.
5) Uncover the hidden world of dreams that barely rise above our subconscious. People tend to
have several dreams per night, but remember only one or two. We experience these dreams when
they happen, our brain just neglects to transfer the information content into long-term memory.
(The reasons for this are likely evolutionary — we would get confused about reality if we
remembered too many of our dreams.) Imagine if we could record all these dreams and play
them back at will. With enough storage density (molecular memory), you could even store your
dreams on a pendant around your neck.
6) Convert dream-worlds into real-worlds; amusement parks based on dreams, orutility fog
banks that quickly morph in response to a given personal or collective dreamscape. Or vice
versa: turn real world places and people into dream objects.
7) In general, blur the line between dreams and reality by making dreams more tangible,
manipulable, interactive, customizable, and social. Bring dreams “in from the cold”. Make
dreams as mysterious, colorful, productive, foreign, erotic, or mundane as you want them to be.
Considering these possibilities, the first thing that makes me nervous is that people would
institute inappropriate regulations over the use of this technology. For instance, some groups of
people might hate the idea of removing some of the “mystery of dreams” (like how modern
biology ostensibly dispels some of the mystery of life, or modern physics dispels some of the
mystery of nature) through technology. As someone who is socially liberal, barring sufficiently
negative externalities, I’d advocate light regulation on this technology. Heavy regulation should
be saved for more dangerous technologies such assynthetic biology andmolecular
nanotechnology.
Possible risks:
1) If dreams start to be run on servers, hacking or computer viruses could be a problem. In most
cases, this would likely just result in the dream shutting down (not a big deal — this already

happens all the time), but if your dream got hijacked, someone could use them to threaten or
attempt to brainwash you. This is what doubters will focus on excessively — but remember, our
brain and body is already accessible to“viruses” — including real viruses, bacteria, prions, and
parasites, but we manage to defend against them.
Eventually, we will develop computers with technological immune systems as complex and
effective as the human immune system, it will just take time. Even if dream-recording BCI
devices are possible, dream-manipulating BCI devices may have to wait until computer security
catches up.
2) Communication through dreams could make it more difficult for parents to control their
children, or for regimes to control their populations, by opening up the information channels
they have access to. In this regard, the challenge would be similar to a magnified version of the
struggles already seen with the Internet in general.
3) A “delightful dream” so thoroughly enjoyable and amazing that it spreads across the world,
and all humanity is consumed by it. From that point onward, we only develop our civilization for
the purpose of maintaining this euphoric state, a local maxima in the fitness landscape of cultural
progress and evolution. This might be a dream that involves direct stimulation of the pleasure
center. (For this reason, it might be good to avoid building BCI devices that directly stimulate the
pleasure center.)
The “delightful dream” scenario would be considered a subset ofwireheading. It might be more
notorious, though, because while many people wouldn’t stick electrodes into their head just to
stimulate their pleasure center, they might be willing to use a Dream Machine, which could get
them trapped in a wirehead addiction when they otherwise would avoid it.
Those are the main risks I can think of, but there are likely more. One thing is for sure — if we
can avoid the risks and maximize the benefits, the world will be a very interesting place in 2050.
Sweet dreams!

Classifying Extinction Risks
by Dr.Rupnathji ( Dr.Rupak Nath )

There are a number of techno-apocalypse classification schemes in existence.
Oxford philosopher Nick Bostrom’s paper,Existential Risks: Analyzing Human Extinction
Scenarios and Related Hazards, divides extinction risks into bangs, crunches, shreaks, and
whimpers. These are, respectively: sudden disasters that kill everyone on the planet, scenarios
where mankind survives but its potential to develop into posthumanity is thwarted, some form of
posthumanity is attained but it is an extremely narrow band of what is possible and desirable, and
dystopias where posthuman society develops but slowly decays into something undesirable.
Various examples of each are given in the paper.
The problem with Bostrom’s classification scheme is that it locks people out of the discussion,
because it revolves around controversial mentions of posthumanity. While it is relevant to
transhumanists, non-transhumanists are alienated. Although Bostrom’s classification scheme is
among the most complete and useful, it is also the least marketable. It will never spread very far
beyond the transhumanist community.
Another classification scheme: the eschatological taxonomy by Jamais Cascio onOpen the
Future. His classification scheme has seven categories, one with two sub-categories. These are:
0. Regional Catastrophe (examples: moderate-case global warming, minor asteroid impact,
local thermonuclear war)
1. Human Die-Back (examples: extreme-case global warming, moderate asteroid impact,

global thermonuclear war)
2. Civilization Extinction (examples: worst-case global warming, significant asteroid
impact, early-era molecular nanotech warfare)
3a. Human Extinction-Engineered (examples: targeted nano-plague, engineered sterility
absent radical life extension)
3b.Human Extinction-Natural (examples: major asteroid impact, methane clathrates melt)
4. Biosphere Extinction (examples: massive asteroid impact,“Iceball Earth” reemergence,
late-era molecular nanotech warfare)
5. Planetary Extinction (examples: dwarf-planet-scale asteroid impact, nearby gamma-ray
burst)
X. Planetary Elimination (example: post-Singularity beings disassemble planet to make
computronium)
This classification scheme received popular attention, appearing on BoingBoing. I can see how it
would be friendlier and more interesting to people beyond transhumanists.
My one objection from a PR perspective would be that it contains slightly too many words and
classifications to be passed along in a concise form. For the public to really become aware about
the new extinction risks will require them to be boiled down and passed around as a sound bite,
or nearly so.
One thing I do like about Jamais’ list is that it is sufficiently specific at each level such that the
risks are named precisely, rather than in the abstract. For instance, instead of saying “risks from
nanotechnology, AI, and robotics” a la Bill Joy, Jamais is saying,“engineered sterility absent
radical life extension”, “late-era molecular nanotech warfare”, and so on. This precision is
useful, because without it, most people have no clue what you’re talking about. For instance,
when someone hears of “risks from advanced biotechnology”, they may be thinking of the
biotech monsters fromResident Evil. Unless you say exactly what you mean, it’s liable to be
misconstrued.
To condense down Jamais’ list, I propose tossing out all the natural risks: asteroid impacts and
gamma ray bursts, basically. I propose only including natural risks in lists meant to be
comprehensive, or make a point of including low-probability risks as well as high-probability
risks. For example, the Lifeboat Foundation’sprograms page includes entries for almost every
risk imaginable, because the focus is comprehensiveness. For risk shortlists, I propose that they
be tossed out. Why? Because the probability of these risks occurring is minuscule. An asteroid
capable of killing everyone on Earth is only expected to come around every few dozen or
hundred million years. We know that intense gamma ray bursts are rare because of our
observations of them occurring elsewhere, plus evidence from the fossil record. If nature were
tossing extinction disasters at life on a regular basis, it wouldn’t be here.
The risks emanating from nature have been around for billions of years, and we have no reason
to expect they’ll become more probable in the next few hundred years. Meanwhile, as
technology improves radically over that time frame, the risks of man-made apocalypse will
increase. Because the man-made risks are so much more likely to begin with, and their likelihood
and intensity are increasing with time, existential risk dialogue and preventive strategies should

focus on the artificial risks.
Although Jamais’ classification scheme didn’t include any forms of terrorism as examples, I’d
like to point out here that terrorismis not an existential risk. This was well-articulated byTom
McCabe a few days ago.
Looking at Jamais’ scheme again, I feel safe throwing out the first two categories, because they
aren’t real risks to the species as a whole. Mentioning thermonuclear war is important for getting
the gears turning in people’s heads, but ultimately, there is very little evidence that it could kill
all 6 billion plus people on Earth.
I think class 2 risks (Civilization Extinction) is worth looking at, because most forces capable of
wiping out civilization would probably be capable of wiping out the species in general also. I am
very skeptical that even worst-case global warming would threaten civilization as a whole, and
even if it could, this cause currently receives tens or hundreds of thousands more dollars and
hours towards its mitigation than any of the other risks, so directing attention towards it has less
marginal utility than possible alternatives.
In class 2, Jamais mentions early-stage nano-warfare. This is definitely a risk to civilization,
although perhaps not the entire species. However, it’s more radical and hard-to-swallow than a
couple other risks: genetically engineered viruses, genetically engineered bacteria, and synthetic
biology. (These three domains blur.) Wrapping up all these things so far, we have as possible
class 2 risks:
1.man-made viruses
2.man-made bacteria
3.life with nonbiological components or nonstandard genetics (synthetic biology)
4.nano-warfare conducted with weapons made by Drexlerian-style nanomachines
Notice how specific I choose to state the last one… this is to make it clear that weapons built
using non-Drexlerian forms of nanotechnology are not at all in the same class as those built using
it. As long as Drexlerian nanotechnology is not developed, we can safely say “4 is not a risk right
now”, although preparation for the possible emergence of this risk could hardly hurt.
What else is there besides the above four? Three come to mind, and I have a feeling that they’re
inherently less friendly to being understood by the public and policymakers as things stand
today.
5.any runaway self-replicating machine that is indigestible (likely to be based on Drexlerian
nanotechnology)
6.recursive self-enhancement explosion by intelligence-enhanced human being
7.recursive self-enhancement explosion by mind upload
8.recursive self-enhancement explosion by artificial general intelligence
The reasons why recursively self-enhancing intelligences are likely to be a threat to humanity if
left unchecked was addressed well by Steve Omohundro at the recent Singularity Summit.
Basically, acquiring resources is a convergent subgoal for arbitrary agents — even if you don’t

explicitly program it in, agents will start to display this behavior because it provably provides
positive utility in the absence of specific injunctions against it. I’m putting in these recursive
self-enhancement scenarios even though I don’t have space here to defend them at length, for the
sake of completeness. You can ignore them if you’d like.
Now, in an attempt to squish these eight risks down even more, following are some short snappy
titles I’ve come up with.
The Easier-to-Explain Existential Risks (remember an existential risk is something that can set
humanity way back, not necessarily killing everyone):
1.neoviruses
2.neobacteria
3.cybernetic biota
4.Drexlerian nanoweapons
The hardest to explain is probably #4. My proposal here is that, if someone has never heard of
the concept of existential risk, it’s easier to focus on these first four before even daring to
mention the latter ones. But here they are anyway:
5.runaway self-replicating machines (“grey goo” not recommended because this is too
narrow of a term)
6.destructive takeoff initiated by intelligence-amplified human
7.destructive takeoff initiated by mind upload
8.destructive takeoff initiated by artificial intelligence
I know these last ones are not as snappy as the first four, but I’m tossing out alternative titles for
the possibility that they might be helpful.
So, this is a model I propose for informing people about existential risks: four easier-to-explain
ones, and four harder-to-explain ones. Is it useful and sufficiently comprehensive?

First-Stage Nanoproducts and
Nanoweaponry
by Dr.Rupnathji ( Dr.Rupak Nath ).

Scatterplot of current R&D funding and scientists/engineers per capita in various countries.
The US, Japan, and China are clearly in the lead today — and China hasdeclarednanotechnology
to be a priority. Of course, this doesn’t necessarily reflect who will develop molecular
manufacturing first. Here’s a bit from Ed Regis’ bookNano : The Emerging Science of
Nanotechnology:
[Drexler’s] reasoning here was that if nanotechnology was going to be developed anyway,
whether he helped it along or not, then it was crucial that it be invented here in America, or at
least by one of the free democracies wherever they were located, East or West. This was crucial
because the first nation to develop nanotechnology would thereby become the world’s dominant
power, “the Leading Force”.
That nation, whoever it was, could build weapons that no other country would have defenses
against. Its citizens would become healthy, wealthy, and young overnight. It would be Them
against everyone else.
Moreover, it was not out of bounds to imagine one of the more unspoiled worldly monarchies
being the first to develop nanotechnology. Nanotechnology research, after all, was not “big

science” in the usual sense. You didn’t need anything like a Manhattan Project or an Apollo
program or a Superconducting Supercollider effort to get the thing going. Conceivably, you
could do it in a garage. You could do simulations of molecular machines on a personal computer;
you could create billions of molecular structures in a test tube; you could custom-make DNA in a
desktop synthesizer. All you needed for the great breakthrough was a laboratory, some extremely
smart people and programming, and lots of luck at getting things right.
The above was written in 1995. “Healthy, wealthy and young” will perhaps not happen
overnight, but after only a few years is indeed imaginable. Tabletop or industrial nanofactories
would allow their owners to fabricate any quantity of medical equipment with raw materials and
the engineering design being the only costs.
To truly defeat old age will require a thorough understanding of how the7 mechanisms of
senescence do damage and how to heal that damage without unhealthy side effects. Health will
be boosted greatly by injecting ourselves with artificial antibodies and bacteriophages when they
are developed, which should be before the closing of the second decade of this century. Wealth is
probably the easiest item on the list to achieve, because what we consider wealth is largely based
on material products, which can be manufactured in abundance when fabrication processes
achieve high throughputs and are entirely automated.
Say you have a 10 kg nanofactory invented in an arbitrary country on January 1st, 2020. Let’s
say that the design is similar to thePhoenix nanofactory, in which case we’ll work with the
following assumptions:
The size, mass, energy requirement, and duplication time of this nanofactory design depend
heavily on the properties of the fabricator.… a tabletop nanofactory (1x1x1/2 meters) might
weigh 10 kg or less, produce 4 kg of diamondoid (~10.5 cm cube) in 3 hours, and require as little
as fifteen hours to produce a duplicate nanofactory.
Say that this first nanofactory is used to make a duplicate nanofactory, then both nanofactories
are used to make duplicates, and so on, until you have 200 million units, ready for distribution to
the majority of households in the nation. How long would this take? Under 28 duplication cycles,
or approximately 18 days. In our model that would be January 19th, 2020. Assuming another
week for distribution, this would put nanofactories into most homes in under a month since the
technology was initially completed.
To compare, the time it took for the Internet to be adopted by 50% of American households since
its invention was about 15 years. The MP3 player and cell phone have arguably taken far less
time to achieve 50% adoption, more like a few years. Nanofactories could achieve 50% adoption
in weeks, possibly months or years if the price is kept artificially high, which isMichael Vassar’s
scenario in hisCorporate Cornucopia paper. In any case, once a nation has 200 million
nanofactories and the necessary raw materials, it could theoretically fabricate 2.3 billion metric
tons of product per year, mostly durable goods, a productivity rate much greater than those seen
in contemporary economies.
Early nanofactories would likely have high power and feedstock requirements, so the
exponential explosion outlined above would be rather delayed. The described model is partially
based on the assumption that, unless a nanofactory has relatively low power requirements and
can accept non-perfect feedstock, it isn’t really going to be mass produced anyway.

The question is, will the technology be available to everyone, or will it be guarded by a jealous
few?
On the downside, restricting nanotechnology would have a horrible negative effect on many of
the poorest people in the world, who have little access to housing, electricity, water, and other
basic needs. Because the marginal cost of manufacturing an additional product using a
nanofactory is so close to zero, people in poverty have the most to gain if nanotech is widely
adopted, and the most to lose if it is restricted.
On the other hand, nanotech opens up a dangerous Pandora’s box of problems that few people
have even begun to understand. Nanoengineered weapons are in fact one of the greatest threats to
humanity’s future that have yet been imagined. Even if the threat of extinction were as low as
1/100, that’s a 1/100 chance of the entire human future being destroyed, a future that potentially
consists of trillions and trillions of beings experiencing worthwhile lives.
It would be ethically prudent to hold back this technology until we can be better reassured that
we can handle it with minimal risk. Unfortunately, in the real world you can’t hold back a
technology once international research gets started and investors are pouring money into it,
which has already happened for nano. The upshot is that it might actually be beneficial for
humanity if nanotechnology did end up being released to the public slowly, or in lowperformance versions that make for a more fluid transition from manufacturing technologies of
the past. But is that really practical once other companies and governments see the tremendous
power of the technology and start developing their own versions?
By 2020, and potentially as early as 2010, we will know enough about carbon chemistry,
kinematic self-replication, and nanoscale positional control to build a desktop nanofactory — a
machine that uses many trillions of tiny arms to put together macro-scale products. Because tiny
arms can move incredibly fast, they will be radically productive. It has beenestimated that a 100
kg nanofactory will be able to manufacture its own weight in product in about three hours,
perhaps less.

Nanofactory technology will begin with anassembler — a reprogrammable molecular machine
capable of making a copy of itself. An assembler would be extremely small, composed of maybe
a couple million atoms. This is about the same as a ribosome. For a reference, see this picture of
some nanoparts next to a virus:

An assembler would basically be an artificial ribosome. Ribosomes are the little machines in the
cell that manufacture every protein in your body. Its basic design hasn’t changed in over a billion
years.
Feasibility arguments for molecular nanotechnology (MNT) are well-documented in the
literature. Its not a question of if, but when. The technological and sociological impact of
personal nanofactories (PNs) is certain to be extreme. If regulations permit it, you will be able to

construct, right in your very home, just about any structure allowed by the laws of chemistry and
available feedstock.
All current manufacturing, communication, and transportation processes will be fundamentally
restructured over a period of mere years or even months. The first nanofactories are likely to use
carbon feedstock, meaning most of the products will be made out of diamond. Water may be
used as a ballast for some diamond products.
Products built using MNT will be extremely cheap: around the cost of their raw materials. This is
because human labor, the primary cost of manufacturing today, is largely subtracted from the
equation. Carbon is extremely cheap, and can be mined by the megaton from practically
anywhere. Power requirements are modest. Made of diamond, a nanofactory will not require
much maintenance.
Quickly, typical products made of plastic, ceramic, or metal will be redesigned to accommodate
the new diamondoid medium. There will be diamond plates, diamond tables, diamond cutlery,
ovens, coffee makers, microwaves, tiles, walls, chairs, televisions, cameras, printers, scanners,
shelving, windows, computers, pens, notepads, pottery, showerheads, and so on. Something like
90% of all manufactured products will be replaced by diamondoid versions. This is what Neal
Stephenson was thinking when he wrote a book calledThe Diamond Age.

The father of nanotechnology, Eric Drexler,lists a few things which would become possible with
MNT:
•
•
•
•
•
•

desktop computers with a billion processors
inexpensive, efficient solar energy systems
medical devices able to destroy pathogens and repair tissues
materials 100 times stronger than steel
superior military systems
additional molecular manufacturing systems

MNT has been called “magic”, and the word choice is not entirely inappropriate. We will be able
to build products with greater performance and more diverse functionality than anything you or
any university Ph.Ds have imagined. All shortages of energy, food, water, and shelter will be
rapidly solved, as long as nanofactories are made available to developing countries. Subdermal
heaters, nanoproducts designed to do little more than generate waste heat, will eliminate the
problem of obesity practically overnight.

The size and range of products will be limited only by whatever regulations are built into the first
round of nanofactories. Hopefully these regulations will be extremely strict. You see,
nanofactories will be the most dangerous technology that mankind has ever faced, thousands of
times more dangerous than nuclear weapons.
Given an unrestricted nanofactory and a few million dollars worth of programming and
engineering, here are a few products that you could manufacture in almost arbitrary quantities,
given a couple months manufacturing time:
•
•
•
•
•
•
•
•
•

Sniper rifles that weigh less than 5 kg, capable of firing a lethal projectile at Mach 10
towards any target within my line of sight.
Extremely light and strong armor capable of stopping 10 kg explosive shells moving at
10 km/sec.
Metal Storm systems which fire as many as 1,000,000 projectiles per minute through
ballistics arrays.
UAV swarms capable of actively neutralizing very large rockets, providing
comprehensive area denial, working together to disassemble buildings, etc.
Highly maneuverable VTOL craft able to destroy almost any number of F-22 Raptors or
F-35 Lightnings.
Gigawatt-class, solar array or nuclear-powered microwave beams capable of completely
melting tanks, aircraft, destroyers, incoming missiles, etc. from hundreds of miles away.
Isotope separation systems that enrich uraniumefficiently, at great speeds, giving enough
fissile material to make bombs in days rather than years.
Gigantic lenses capable of redirecting sunlight towards arbitrary coordinates in extremely
high concentrations; a solar furnace.
Missile swarms composed of individual missiles about 1 meter long, carrying 1 kg
warheads, manufactured by the millions, capable of traveling through the upper
atmosphere and surviving reentry.

Because products made out of diamond can be extremely strong and light, 100 kg of carbon
gives you a very large bang for your buck. For example, a Mercedes S-class today weighs about
2,000 kg, but with diamondoid building materials, this weight could be reduced tremendously, if
desired — the primary motivation to preserve the vehicle’s current weight would be the
preservation of inertia, rather than engineering limitations. An automobile made out of
nanodiamond could have an absurdly low weight, on the order of a hundredth of an ounce, not
including fuel. If this sounds fantastic to you, take a look at what is already possible today:

This tiny block of transparent aerogel is supporting a brick weighing 2.5 kg. The aerogel’s
density is 0.1 g/cm3.
Anyway, the point of all this is simple: nanofactories need to be extremely restricted in the
products they can build, or there are going to be big problems. The open source, anti-digital
rights management, P2P-generation needs to get this. Information may want to be free, but if
weapons designs are readily available and manufacturable in the post-MNT world, there are
going to be problems of the likes we’ve never seen.
To minimize the risk of danger, the safest option is to have all product designs authenticated by a
central authority. Yes, that scary phrase, “central authority”. This central authority needs to be
capable of determining which designs are safe, maintaining an extremely high level of
nanofactory security, and enforcing the law when people try to circumvent it. The libertarian
dream of minimalist government, unfortunately, must be discarded.
When it comes tomanaging magic, decentralized solutions simply won’t do. There needs to be a
global standard and global regulations. Rogue states won’t do, either. One rogue nation could use
MNT to manufacture enough weapons to turn the capitals of any opposing nation, no matter how

large, into a series of smoking craters. This is a risk we shouldn’t be willing to take, and once the
potential of MNT starts to sink in with higher-level government officials, they won’t.
Life extensionists: realize that the greatest risk to living longer is not actually aging, which we
will eventually defeat cleanly, but existential risks of the type we frequently discuss, including
superintelligence and nanotech arms races. You can extend your expected future life more by
lowering the probability of these disasters than through any other means.

Immortalist Utilitarianism
by Dr.Rupnathji ( Dr.Rupak Nath ).

Step 1: Seeking Peak Experiences

Ever have a moment in your life that made you feel like jumping for joy, or crying in happiness?
Many claim that these are the moments that make life worth living, or at least a lot of what life is
about. It’s that moment where you finish writing a book, get a big promotion, or share an
intimate moment with someone special.
How many“typical” days would you give for a single moment like that? Some might say 1,
others 10, others even 100 or more. Think about it — in a usual day, we’re conscious for around
14 hours. Let’s be conservative and suggest that the average John Doe would trade 5 typical days
in exchange for a peak experience that lasts 5 minutes. The time ratio is about 1000:1, but many
would still prefer the peak experience over the same old stuff. Unique experiences are really
valuable to us.
This would imply that most people value life not only for the length of time they experience, but
for the special moments that, as I mentioned earlier, “make life worth living”. As the
stereotypical quote goes,“Life is not measured by the number of breaths we take, but by the
moments that take our breath away.” Ethicists sometimes quantify such satisfaction as “utility”
for the sake of thought experiments; we might say that each 5 minute peak experience is worth a
thousand utility points, or “utiles”. Correspondingly, each 5 days of typical activity would also
count as roughly a thousand utiles, because one would trade one for the other.
Although it may make some of us uncomfortable toquantify utility, our brain is unconsciously
performing computations accessing the potential utility of choices all the time, and the model is
incredibly useful in the psychology of human decision making and the field of ethics. Please bear
with me as I make some assumptions about utility values and probabilities. Note that I
acknowledge that two different people will not tag everything with the same utility, nor will they
necessarily compute utility mathematically.
Following is an example of a typical human’s lifelong utility trajectory. It plots utile-moments
(u) against time (t). Let’s say that the maximum u value reached is around 200 utiles/minute, or
1000 utiles for the 5 minute peak experience described above. For the sake of simplicity, let’s
assume about a hundred 5-minute peak experiences per typical lifetime. Since peak experiences
are so fun to have, much of the activity on “typical” days probably entails setting the
groundwork for these experiences to happen; ensuring that one does not starve and so on.
The curve rises as the agent has a series of interesting new experiences, plateaus throughout most
of adulthood, and subtly falls off in later years, until death is finally reached. It punctuates
through peaks and valleys. Some might strongly associate utility with wealth or frequency of
sexual activity, others might see utility in their intellectual pursuits.

Total utility: around 6,000,000 utiles, if we figure a lifespan of 80.

Step 2: Avoiding Premature Death

In life there is always the risk of a fatal accident or illness. Death implies an immediate drop-off
to the utility curve, a profoundly negative event. That’s why people say stuff like “I’m too young
to die!”, or “I can’t stop fighting, I have so much to live for”. Humans despise death, because
death sucks. People are willing to go out of their way to avoid it, and rightly so. Some even
assert that their lives are the most important thing in the world to them, but I wouldn’t go that far
personally.
Let’s introduce another aspect into the model. Say event X occurring at the 20-year mark has a
probability 10% of eliminating all future experiences, which means a risk of 4,000,000 utiles. In

qualitative terms, this would translate into emotional, heart-wrenching arguments like those
quoted above. There are some things that people would be willing to give their life for. Just not
too many.
Death is a horrible thing if it stands in the way of living a long and fulfilling life. Therefore, it
seems like a good idea to take actions to avoid event X if at all possible. Actions and thoughts
leading to the avoidance of X have high utility; they are desirable in the same way that setting the
groundwork for the a peak experience is desirable. That’s why we are so grateful when someone
saves our life, and why we never drive under the influence after that one close call.

The two possible trajectories after the decision instance are represented by red and blue lines. If
we die, experienced utility drops to zero immediately. If we survive, it’s business as usual; a life
of fun experiences and growth to look forward to. The purple line represents the curve before it
splits.
Total utility of blue trajectory: same as above, around 6,000,000 utiles.
Total utility of red trajectory: around 2,000,000 utiles.
Total expected utility of blue trajectory at decision instance: 4,000,000 utiles.
Total expected utility of red trajectory at decision instance: 0 utiles, immediate death.
Since the event only has a 10% chance of killing us, we might not fight against it as hard as an
event with 90% chance of death. Some people engage in extreme sports or other risky activities
because they see the thrill as worthwhile. But I strongly doubt many of these people would ever
engage in an activity with a 5% or greater risk of death, for example. Unless you are completely
suicidal, it just isn’t worth the cost.
I’m sure you can imagine the utility trajectories for events such as lethal illness, serious injury,
and so on. These things really suck, so people devote a lot of effort to avoiding them, which
makes sense. Our society revolves around preventing these negative occurrences, or at least
minimizing their probability.

Step 3: Life Extension

It has been shown that cigarette smoking often correlates to shorter life. It has also been shown
that good nutrition, specific genes, and regular exercise all contribute predictably to longer
lifespan. Hundreds of thousands of years ago, the average human lifespan was around 20, today
it’s around four times longer; 80. Isn’t that great?

We’re able to have many more interesting experiences per typical life because our average
lifespan has increased so greatly. This leads us to the notion that extending one’s lifespan is a
worthy focus, a convenient path to increasing one’s total future utility (fun experiences, growth,

etc). We don’t appreciate how lucky we are to live 80 years rather than a mere 20. Our Western
culture is accustomed to these longer lifespans.
It’s now considered normalto live such long lives, so our default frame of reference tends to
settle there. We should realize how spoiled we are relative to our ancestors, but also how
transient our lives might be from the perspective of a person with a much longer life or more
fulfilling experiences. As far as we know, there are no such persons in 2004, so we have no
comparisons for the moment.
Say we want to add 5 years to our life by quitting cigarettes. This would imply that we value
long life more than the short-term pleasure of a nicotine buzz. We may consider the experiences
and learning we could gain as a result of this wise decision. We will have displayed the maturity
to choose long-term benefits over short-term ones; some people might call this “wisdom”. I’m
sure you can visualize the various utility trajectories and the desirability of choosing between
them, but here is a picture anyway:

Imagine the blue curve as a cigarette smoker, the pink as a non-smoker who doesn’t exercise,
and the yellow as the best possible scenario; a non-smoker who exercises. The yellow trajectory
includes the most fun experiences, and the most growth. Total utility is greater.
Here’s where I start talking about potential sources of utility you may not be familiar with.
Say that I have a few friends who offer to preserve the physical structure of my entire body in a
deep freeze immediately after my heart stops, and keep frozen until medical science is able to
revive me safely. Let’s say my friends happen to be employees of theAlcor Life Extension
Foundation, and they’ve been doing these cryonic suspensions for years. Their services are
relatively cheap — life insurance pays for the suspension as long as you pay the bills while you
are alive.
There are a series of risks — the cryonics company could go out of business, nuclear war might
occur, civilization could collapse, your brain decay might be too severe to reverse, and so on. But
there is potentially an immense benefit. If a civilization has the technology and desire to revive a
freshly preserved frozen body, then that same civilization probably has a great degree of control
over biological processes in general.
Aging occurs in humans because ordinary biological processes produce byproducts that the body
fails to remove completely. So they build up in the body,causing decay. Keep in mind that most

byproducts are removed, only a small percentage of the total remains. But that is enough to cause
aging. Stopping aging is a matter of amplifying the human ability to self-regenerate — that is all.
There is no mysterious mechanism that forces all organisms to perish at a certain age in order to
comply with some Cosmic Order. Ensure that the byproducts of our biology are contained and
removed, or not produced in the first place, and you have cured aging.
So we are faced with the decision posed to us by our friends, “would you like to sign up for
cryonics, or not?” Let’s say we’re being extremely conservative, and only estimate the likelihood
of a successful future revival at 0.1%. Let’s say furthermore that our estimate of successful
elimination of aging after the initial revival is only 10%, remaining conservative. But if revival
and the aging cure are both successful, then let’s say we figure our lifespan could be as long as
10,000 years, at which point we expect some random cosmic accident or war will wipe us out.
Even though the civilization we are talking about probably has extensive control over all
biological processes and extremely advanced technology, let’s say our quality of life doesn’t go
much further above that which we experienced during our prime — a steady fluctuation of peak
experiences and typical days. We also assume that one doesn’t get bored during those ten
thousand years, which shouldn’t be too hard if the civilization is developing technologically and
has plenty of new stuff to do. Many sci-fi, anime, and fantasy characters have lifespans on this
scale, and they seem to be doing fine, so how hard could it be, right?
So, what kind of utility function might a successful cryonics patient have? Maybe something like
that shown below. The curve dips down to zero when the patient is frozen solid, and quickly
jumps back up after revival. (The squiggly line on the time axis implies that around ten thousand
years passes during that time.) Notice the massive potential for extremely long life after revival
based on relatively conservative assumptions. The estimated probability of revival needs to be
considered separately from the potential benefits.

Total utility of complete trajectory: a whopping 750 million!
Much more impressive than a mere 6 million, isn’t it?
From the perspective of the pre-cryonics human being, experiencing the huge 10,000-year future
lifespan is not certain. As we said; the estimation of successful revival is only 0.1%, and the
estimation of an aging cure is 10%. Combine these, and we get an aggregated probability
estimate of 0.01% that the whole thing will work at all. So we divide the expected utility of the
outcome, 744 million utiles, by our probability estimate, 0.01%. The result is 74,400 utiles only.
But what if paying our life insurance isn’t that big of a deal to us, and the opportunity cost of the
lost money only works out to 10,000 utiles or so? In that case, it would make sense to buy life
insurance and sign up for cryonics – the expected utility exceeds the projected cost!

If the scenario matches that described above:
Total utility of “yes” answer: 6,074,000 utiles.
Total utility of “no” answer: 5,990,000 utiles.
Many people have made that decision. They tend to be well educated, successful, scientifically
literate, and intelligent. Here is a shortlist by Ralph Merkle, plus a longerstudy of attitudes
toward cryonics by W. Scott Badger. If our estimate of the probability of success goes up from
0.1%, the utility trajectories diverge even farther, and saying“yes” to cryonics seems to be an
extremely compelling choice. The prospect of cryonics can contain a massive amount of
expected positive utility.

Step 4: Extending Life for Everyone, Not Just Yourself
Stuff like cryonic suspension, regular exercise, good health, and so on, only apply to you. Other
people don’t benefit from these practices. Some of us care about humanity as a whole rather than
just ourselves, our nation, or our clique, so we devote effort to technologies with the potential to
grant more life to wide numbers of people.
For example, respected Cambridge biogerontologist and co-founder of theMethuselah Mouse
Prize, Aubrey de Grey, would like to extend the healthy human lifespan an order of magnitude
or more beyond its current limits within thenext twenty to forty years. Yes, this is a serious
strategy for workable anti-aging. He explains fully on hiswebsite, please feel free to read it
thoroughly. From his proposed Instituteoutline, de Grey seems to be suggesting that a cure for
human aging may come with a price tag of only $10–100m. Not so bad for the benefits, huh?
Let’s say that you continue experiencing 1,000 utiles per 5 days of normal living, but also
experience an additional 1 utile per 5 days for every 1,000 people whose lives are extended when
they would have otherwise been snuffed out at the arbitrary age of 80 or whatever.“Added years”
that people only get to experience as a result of this extreme life extension.
If you feel that the success of de Grey’s Institute will lead to an anti-aging therapy available to
millions within the first decade of its release and billions within the third with a probability of,
say, 25%, then contributing to this effort would be well worth the time and money. Since you
care about each individual person that gets to experience the benefits of added life, it means a lot
to you to raise the probability that the necessary anti-aging technology is widely available before
they fall to the injustices of aging and premature death.
On his website, Aubrey mentions lifespans that exceed 5,000 years. So, if the Institute is
successful, then let’s assume that translates into around five million people with five-millennia
lifespans shortly after the technology is invented, around five hundred million people with
lifespans of that length a decade after, and five billion people two decades after.
Considering the fast global adoption of technologies such as the Internet and cell phones, this

distribution pattern seems extremely conservative. People would surely be willing to focus on
buying a drug that extends one’s lifespan to 5,000 healthy years or more. Possibly it could be a
one-time thing, or “booster shots” might be required every few decades for negligible cost.
So, you find yourself with a million dollars. You can either buy a mansion or contribute the
money to aging research. Your assumptions are roughly in line with those outlined above; you
have examined Aubrey de Grey’s arguments in detail and regard them as valid. The lives of
other human beings are important to you and you feel satisfaction when their lives are extended.
You want to compute the expected utility of both outcomes; how does the math work out?
•
•
•
•
•
•
•
•
•
•
•

Say $1,000,000 is about 2% of the Institute’s total financial requirements.
So you are contributing 2% of the effort toward the Institute’s success.
If success is achieved, about five million people immediately get an extra 10 years of life.
Every five days, you would get an extra 5,000 utiles in addition to the usual 1,000.
After another decade, five hundred million people have the drug.
That means five million more utiles per five days.
After yet another decade, five billion people have it – half of Earth’sprojected population.
You get fifty million utiles per five days.
Let’s say you feel the satisfaction for a total of another five decades before you get used
to it.
(When you get used to it, it becomes the new status quo, not really providing utility
anymore.)
Five decades times fifty million utiles per five days is… a lot.

At this point our results may look a little odd and we will question the original utilitarian
assumptions. The point of this thought experiment is not really to encourage you to formalize
your ethical system as a set of utility values and probabilities, but to convey the huge value of
extending the human life span for millions or billions of people.
Gandhi, MLK, or the inventor of the polio vaccine couldn’t possibly have imagined a good deed
on this scale. Giving huge lifespans to humans that want them is an action with huge utility,
unless the whole thing backfires due to population problems. (Unlikely due to the availability of
clean manufacturing processes, efficient habitats, and cheap space travel. See “Will extended life
worsen overpopulation problems?”)
So, the resulting utility graph is a bit more complicated:

Total expected utility of donation: massive; billions of utiles or more.
Total expected utility of a mansion: not nearly as much.
Utility goes up more and more as additional lives are saved. This graph assumes that one
considers the lives of all those living after his or her life to be meaningless. In real life, people
often feel otherwise. The fuzziness of to the right side of the graph represents our uncertainty
about the long-term consequences — 5,000 years may turn out to be a ridiculously low estimate,
and our real lifespans may lie in the realm of the millions or even billions — who knows! If there
are no huge cosmic disasters, no war, and you can repair yourself or back up your memories at a
whim, who’s to say that your lifespan won’t be as long as that of the universe?
You’ll also notice that the utility axis has been expanded in the upward direction. That’s because
contributing to the extended life of millions or billions of people is (presumably) a bigger deal
than only extending your own life. Engineering the human brain to better experience pleasure
may be another may to increase total utility, or perhaps through enhancing our intelligence,
empathy, creativity, and so on. These speculations are the province oftranshumanism. Feel free
to read up on the topic if you’re interested in learning more. See also the question on the FAQ,
“Won’t it be boring to live forever in the perfect world?”

Step 5: Threats to Everyone — Existential Risk
The value of contributing to Aubrey de Grey’s anti-aging project assumes that there continues to
be a world around for people’s lives to be extended. But if we nuke ourselves out of existence in
2012, then what? The probability of human extinction is the gateway function through which all
efforts toward life extension must inevitably pass, including cryonics, biogerontology, and
nanomedicine. They are all useless if we blow ourselves up.
At this point one observes that there are many working toward life extension, but few focused on
explicitly preventing apocalyptic global disaster. Such huge risks sound like fairy tales rather
than real threats — because we have never seen them happen before, we underestimate the
probability of their occurrence. An existential disaster has not yet occurred on this planet.
The risks worth worrying about are not pollution, asteroid impact, or alien invasion — the ones
you see dramatized in movies —these events are all either very gradual or improbable. Oxford
philosopherNick Bostrom warns us ofexistential risks, “…where an adverse outcome would
either annihilate Earth-originating intelligent life or permanently and drastically curtail its
potential.”
Bostrom continues,“Existential risks are distinct from global endurable risks. Examples of the
latter kind include: threats to the biodiversity of Earth’s ecosphere, moderate global warming,
global economic recessions (even major ones), and possibly stifling cultural or religious eras
such as the “dark ages”, even if they encompass the whole global community, provided they are
transitory.”

Four Main Existential Risks

The four main risks weknow about so farare summarized by the following, in ascending order of
probability and severity over the course of the next 30 years:
Biological. More
engineered supervirus.
advances in genetic
it may become possible
create a doomsday virus,
latency with high
several factors necessary
the presence of biologists
genetically engineer a

specifically, a genetically
Bostrom writes, “With the fabulous
technology currently taking place,
for a tyrant, terrorist, or lunatic to
an organism that combines long
virulence and mortality.” There are
for a virus to be a risk. The first is
with the knowledge necessary to
new virus of any sort. The second
is access to the expensive machinery required for synthesis. Third is
specific knowledge of viral genetic engineering. Fourth is a
weaponization strategy and a delivery mechanism. These are nontrivial
barriers, thankfully.

Nuclear. A traditional nuclear war could still break out, although it
would be unlikely to result in our ultimate demise, it could drastically
curtail our potential and set us back
thousands or even millions of years
technologically and ethically.
Bostrom mentions that the US and Russia still have huge
stockpiles of nuclear weapons. Miniaturization technology,
along with improve manufacturing technologies, could make
it possible to mass produce nuclear weapons for easy delivery
should an escalating arms race lead to that. As rogue nations
begin to acquire the technology for nuclear strikes, powerful
nations will feel increasingly edgy.
Nanotechnological. The Transhumanist FAQreads,
“Molecular nanotechnology is an anticipated manufacturing
technology that will make it possible to build complex threedimensional structures to atomic specification using chemical
reactions directed by nonbiological machinery.”
Because nanomachines could be self-replicating or at least
auto-productive, the technology and its products could
proliferate very rapidly. Because nanotechnology could
theoretically be used to create any chemically stable object,
the potential for abuse is massive. Nanotechnology could be used to manufacture large weapons
or other oppressive apparatus in mere hours; the only limitations are raw materials, management,
software, and heat dissipation.
Human-indifferent superintelligence. In thenear future, humanity will gain the technological
capability to create forms of intelligence radically better than our own. Artificial Intelligences

will be implemented on superfast transistors instead of slow biological neurons, and eventually
gain the intellectual ability to fabricate new hardware and reprogram their source code. Such an
intelligence could engage in recursive self-improvement — improving its own intelligence, then
directing that intelligence towards further intelligence improvements. Such a process could lead
far beyond our current level of intelligence in a relatively short time. We would be helpless to
fight against such an intelligence if it did not value our continuation.

Conclusion
So let’s say I have another million dollars to spend. My last million dollars went to Aubrey de
Grey’s Methuselah Mouse Prize, for a grand total of billions of expected utiles.
But wait— I forgot to factor in the probability that humanity will be destroyed before the
positive effects of life extension are borne out. Even if my estimated probability of existential
risk is very low, it is still rational to focus on addressing the risk because my whole enterprise
would be ruined if disaster is not averted. If we value the prospect of all the future lives that
could be enjoyed if we pass beyond the threshold of risk — possibly quadrillions or more, if we
expand into the cosmos, then we will deeply value minimizing the probability of existential risk
above all other considerations.
If my million dollars can avert the chance of existential disaster by, say, 0.0001%, then the
expected utility of this action relative to the expected utility of life extension advocacy is
shocking. That’s 0.0001% of the utility of quadrillions or more humans, transhumans, and
posthumans leading fulfilling lives. I’ll spare the reader from working out the math and utility
curves — I’m sure you can imagine them. So, why is it that people tend to devote more resources
to life extension than risk prevention? The follow includes my guesses, feel free totell me if you
disagree:
•
•
•
•

They estimate the probability of any risk occurring to beextremely low.
They estimate their potential influence over the likelihood of risk to be extremely low.
They feel that positive PR towards any futurist goals will eventually result in higher
awareness of risk.
They fear social ostracization if they focus on “Doomsday scenarios” rather than
traditional extension.

Those are my guesses. Immortalists with objections are free to send in their arguments, and I will
post them here if they are especially strong. As far as I can tell however, the predicted utility of
lowering the likelihood of existential risk outclasses any life extension effort I can imagine.
I cannot emphasize this enough. If a existential disaster occurs, not only will the possibilities of
extreme life extension, sophisticated nanotechnology, intelligence enhancement, and space
expansion never bear fruit, but everyone will be dead, never to come back. Because the we have
so much to lose, existential risk is worth worrying about even if our estimated probability of
occurrence is extremely low.

It is not the funding of life extension research projects that immortalists should be focusing on. It
should be projects that decrease the risk of existential risk. By default, once the probability of
existential risk is minimized, life extension technologies can be developed and applied. There are
powerful economic and social imperatives in that direction, but few towards risk management.
Existential risk creates a “loafer problem” – we always expect someone else to take care of the
problems. I assert that this is a dangerous strategy and should be discarded in favor of making
prevention of such risks a central focus.

Organizations
Organizations explicitly working to prevent existential risk:
Center for Responsible Nanotechnology
Advanced nanotechnology can build machines that are thousands of times more powerful — and
hundreds of times cheaper — than today’s devices. The humanitarian potential is enormous; so is
the potential for misuse. The vision of CRN is a world in which nanotechnology is widely used
for productive and beneficial purposes, and where malicious uses are limited by effective
administration of the technology. An important organization doing genuinely valuable, positive
work.
Singularity Institute for Artificial Intelligence
The Singularity Institute for Artificial Intelligence is a nonprofit corporation dedicated solely to
the technological creation of greater-than-human intelligence. The Singularity Institute sees no
reason why we won’t be able to eventually build such intelligences— it basically burns down to
an engineering problem. If the first greater-than-human intelligence were a benevolent one, it
could use its intelligence to further improve its own intelligence, the intelligence of human
beings, and assist others in the pursuit of humanitarian causes.

Top Ten Cybernetic Upgrades Everyone Will
Want
by Dr.Rupnathji ( Dr.Rupak Nath ).

Science fiction, computer games, anime… cyborgs are everywhere. Transhumanists are
philosophers who believe that one day, cybernetic upgrades will be so powerful, elegant, and
inexpensive that everyone will want them. This report lists ten major upgrades that I think will be
adopted by 2050.

The List

10. Disease Immunity
Between 20 and 40 years into the future, we will become capable
of buildingartificial antibodies that outperform their natural
equivalents. Instead of using chemical signaling that relies on
diffusion to reach its target, these antibodies will communicate
with rapid acoustic pulses. Instead of proteins, they will be made
using much more durable polymers or even diamond. These
antibodies will move through the bloodstream more quickly than
other cells in the body, and will take up less space and resources,
meaning that there will be room for many more.
Using super-biological methods for identifying and neutralizing
foreign viruses and bacteria, these tiny robots will still function in
harmony with our own bodies. They will probably be powered either by glucose, ATP (like
natural antibodies), or acoustically. There are already bloodborne microbots today which are not
rejected by the immune system — these are the precursors of tomorrow’s nanorobotics. Through
their presence and continued operation, they will eliminate all susceptibility to disease in those
who have them running through their veins. This will not make people immortal, but it will allow
them to walk into a room contaminated with a flesh-eating virus in nothing but a pair of shorts
and a T-shirt. For more on artificial antibodies and other body-integrated nanites,
seeNanomedicine.

9. Telemicroscopic, Full-Spectrum Vision
There aremicroscopes that weigh one tenth of an ounce.
Some birds of prey have visionso sharp that they can spot a
hare a mile away. We have compact devices that can scan the
electromagnetic spectrum from x-rays to radio waves, and
everything in between. Our eyes in their current form can do
none of these things. But in time, they will be upgraded.
There are alreadyprosthetic retinas that can provide lowresolution artificial vision for blind people.
It’s simply a matter of time until better prosthetic eyes are
created, and their sharpness, contrast, and resolution is
superior to what evolution gave us. The biggest challenge
may end up not actually being about building a superior
artificial eye, but remodeling the visual cortex so that it can
process the info and relay it to the rest of the brain in such a

way that it’s not overwhelmed.

8. Telepathy/Brain-Computer Interfacing
Ever wanted to send someone a message with nothing but your
mind, or have a neural implant that gives your brain direct access to
Google? Hundreds of corporate and academic labs across the world
are working on projects that generate progress in this area. Check
out theBerlin Brain-Computer Interface, which lets you move the
cursor around on a screen with only your EEG waves and 20
minutes of training.
Miniature fMRI will allow us to continue increasing the bandwidth
between brain and computer, eventually allowing for a “mental
typewriter” that converts thoughts into text. A tiny transmitter could
send this to abone-conduction device on the receiving person, letting
them hear the message without sound. NASA is also working ona device to transcribe silent,
“subvocal” speech. Like many transhumanist upgrades, these will probably start as efforts to
help people who are handicapped, then evolve into powerful tools that can be used by anyone
bold enough to adopt them.

7. Super-Strength
Early in 2006, scientists at the University of
Texas at Dallas, led by Dr. Ray H. Baughman,
developedartificial muscles 100 times stronger
than our own, powered by alcohol and
hydrogen.Leonid Taranenko, the former Soviet
weightlifter, holds the world record for power
lifting a 266 kg (586 lbs) dumbbell. If Leo’s
natural muscles were replaced with Dr.
Baughman’s synthetic polymer muscles, he could
lift 26,600 kg, or about 30 tons. That’s equivalent
to thisyacht, the Nova Spirit.
Super-strength is an interesting area in that the
technology to do it has already been invented —
the only step remaining is actually weaving the
fiber into a human body — which, today, would
be complicated and messy, not to mention
probably illegal.

However, that doesn’t mean that it won’t be done, probably within the next couple decades.
Further improvements to the process could make it safe for normal people, numerous ethics
questions notwithstanding. One benefit of improved muscles is that we’d be far less vulnerable
to unfortunate accidents. They could also provide armor against bullets or other forms of attack.
One downside is that people could use them to bully others around. Guess the good guys will
need even bigger muscles.

6. Improved Appearance
In general, there is a lot of agreement as to who is
attractive and who is less so. Numerous experiments have
shown that while there are slight subjective differences in
who we want to get with, we are biologically
programmed to look for certain facial and physical
features that correlate with increased fitness.
For the time being, this is unavoidable. The only way to
change it would be to reach inside our neural circuitry
and start severing connections. Until we choose to do
that, we can improve our own lives — and the lives of
those who have to look at us — by looking as pretty or
handsome as possible. We brush our teeth, keep fit, take
showers, and all that other great stuff that helps us score.
Some of us even visit the plastic surgeon, with mixed
results. Surveysshow that certain procedures, like
liposuction, have very high patient satisfaction rates. As
the safety and precision of our body modification technologies improves, we’ll be able to change
our faces and bodies with minimal fuss, and maximal benefit.
Everyone will be able to be stunningly attractive. And the really great thing? We’ll always be
able to enjoy it. If everyone becomes attractive, we won’t regard the slightly less attractive of the
lot as “ugly” — our brain doesn’t work that way. An attractive person is attractive, whether or
not others are around. A planet full of attractive people could do a lot to improve our quality of
life.

5. Psychokinesis

In the real world, psychokinesis is a bunch of wishful thinking andpseudoscience. Despite the
roughly 30% of people who think that it’s possible to affect objects through the mind alone,
history and evidence make it clear that this is total nonsense. There are no psychics and there
never have been. However, that doesn’t mean that we can’t create technopsychics artificially.
By 2030, we’ll be cranking oututility fog — swarms of tiny machines that fly through the air and
interlock with robotic arms. By combining brain-computer interfaces, like the type used
byClaudia Mitchell to move her prosthetic arm, with utility fog, we will have direct-thought
connections with powerful external robotics, allowing non-fictional psychokinesis. Utility fog,
once all the necessary software for it is developed, will be capable of cooperating to perform
practically any physical task or simulate a wide range of materials.
Because utility fog could be distributed at low density and still accomplish a lot, a room filled
with utility fog would look empty, and people in it could move and breathe normally. They
would only notice once the fog is activated — either by a central computer, or a neural interface.
Once a connection is achieved, practically anything could be accomplished with the proper
programming. Throwing objects through the air, hovering over the ground, cracking an egg from
across the room, materializing orbs of energy — all the antics we’ve always wanted to perform,
but never had the means to.

4. Autopoiesis/Allopoiesis

Autopoiesis is Greek for self-creation. Allopoiesis is other-creation. Our body engages in both all
the time — we start as a fetus that creates itself until it becomes an adult, then, essentially stops.
Our body produces things external to itself, but usually involving an extended process of
cooperation with thousands of other human beings and the entire economy.
In the future, there will be cybernetic upgrades that allow for personal autopoietic and allopoietic
manufacturing, probably based onmolecular nanotechnology. Using whatever raw material is
available, complex construction routines, and internal nanomanufacturing units, we’ll be able to
literally breathe life into dirt. If our arms or legs get blown off, we’ll be able to use
manufacturing modules in other parts of our body to regenerate them. Instead of building robots
in a factory, we’ll build them ourselves. The possibilities are quite expansive, but this would
require technology more sophisticated than anything discussed thus far in this list.

3. Flight
Human flight, outside of an airplane… this
wasrecently achieved by former military pilot
Yves Rossy, who flew 7,750 ft above the Alps in
his 10 ft wide, self-designed aerofoil. You can see
a video of ithere. The airfoil weighs only 110 lbs

and cost just under $300,000.
Over the next few decades, the weight will come down, the strength and flexibility will go up,
and eventually it will be difficult to distinguish between people in aerofoils and people that can
just fly whenever they want.
Using high strength-to-weight materials likefullerenes, we will fly using wings that weigh only a
fraction of our own weight and fold into our clothing or body when not in use. Rossy achieved
speeds of 115 mph, but with superior materials and greater tolerance for acceleration and wind,
our cybernetic flight speeds are more likely to top 500 mph. To take off from the ground, we’ll
simply use our super-muscles to jump to the highest object around and begin our flight from
there. With personal flight, commercial airliners will become obsolete. The only problem left
will be dodging each other.

2. Superintelligence
When we think of superintelligence, we tend to think of the ways it is
portrayed in fiction — the character able to multiply 6 fifty digit numbers
in his head, learn ten languages in a month, repeat the catch phrase “That’s
not logical”, and other tired cliches. True superintelligence would be
something radically different —a person able to see the obvious solution
that the entire human race missed, conceive of and implement advanced
plans or concepts that the greatest geniuses would never think of,
understand and rewrite its own cognitive processes on the most
fundamental level, and so on.
A cybernetic superintelligence would not just be another genius human, it
would be something entirely superhuman — something that could
completely change the world overnight. For the same reason that we can’t write a book with a
character smarter than ourselves, we can’t imagine the thoughts or actions of a true
superintelligence, because they’d be beyond us. Whether it is developed
throughuploading,neuroengineering, orartificial intelligence, remains to be seen.

1. Immortality
The ultimate upgrade would be physical immortality. Everything
else pales by comparison. Today, there are alreadyentire
movements based around the idea. Realizing the possibility of
immortality requires seeing a human being as a physical system
— composed of working parts that cooperate to make up the
whole, some of which have the tendency to get old and break

down.
Cambridge biogerontologistAubrey de Grey has identified seven causes of aging, which are
believed to be comprehensive, because its been decades since a degenerative process has
occurred in the body with an unknown cause. Defeating aging, then, would simply require
addressing these one by one. They are: cell depletion, supernumerary cells, chromosomal
mutations, mitochondrial mutations, cellular junk, extracellular junk, and protein cross-links. A
few pioneering researchers are looking towards solutions, but accepting the possibility requires
looking at aging as a disease and not as a necessary component of life.

What are the Benefits of Mind Uploading?
by Dr.Rupnathji ( Dr.Rupak Nath ).

Overview

Universal mind uploading, or universal uploading for short, is the concept, by no means original
to me, that the technology ofmind uploading will eventually become universally adopted by all
who can afford it, similar to the adoption of modern agriculture, hygiene, or living in houses. The
concept is rather infrequently discussed, due to a combination of 1) its supposedly speculative

nature and 2) its “far future” time frame.

Discussion
Before I explore the idea, let me give a quick description of what mind uploading is and why the
two roadblocks to its discussion are invalid. Mind uploading would involve simulating a human
brain in a computer in enough detail that the “simulation” becomes, for all practical purposes, a
perfect copy and experiences consciousness, just like protein-based human minds.
Iffunctionalism is true, like many cognitive scientists and philosophers correctly believe, then all
the features of human consciousness that we know and love — including all our memories,
personality, and sexual quirks — would be preserved through the transition. By simultaneously
disassembling the protein brain as the computer brain is constructed, only one implementation of
the person in question would exist at any one time, eliminating any unnecessary confusion.
Still, even if two direct copies are made, the universe won’t care— you would have simply
created two identical individuals with the same memories. The universe can’t get confused —
only you can. Regardless of how perplexed one may be by contemplating this possibility for the
first time from a 20th century perspective of personal identity, an upload of you with all your
memories and personality intact is no different from you than the person you are today is
different than the person you were yesterday when you went to sleep, or the person you were 1030
seconds ago when quantum fluctuations momentarily destroyed and recreated all the particles
in your brain.
Regarding objections to talk of uploading, for anyone who 1) buys the silicon brain
replacementthought experiment, 2) accepts arguments that the human brain operates at below
about 1019 ops/sec, and 3) considers it plausible that 1019 ops/sec computers (plug in whatever
value you believe for #2) will become manufactured this century, the topic is clearly worth
broaching.
Even if it’s 100 years off, that’s just a blink of an eye relative to the entirety of human history,
and universal uploading would be something more radical than anything that’s occurred with life
or intelligence in the entire known history of this solar system. We can afford to stop focusing
exclusively on the near future for a potential event of such magnitude. Consider it intellectual
masturbation, if you like, or a serious analysis of the near-term future of the human species, if
you buy the three points.
So, say that mind uploading becomes available as a technology sometime around 2050. If the
early adopters don’t go crazy and/or use their newfound abilities to turn the world into a
totalitarian dictatorship, then they will concisely and vividly communicate the benefits of the
technology to their non-uploaded family and friends. If affordable, others will then follow, but
the degree of adoption will necessarily depend on whether the process is easily reversible or not.
But suppose that millions of people choose to go for it.

Effects
Widespread uploading would have huge effects. Let’s go over some of them in turn…

1) Massive economic growth. By allowing human minds to run on substrates that can be
accelerated by the addition of computing power, as well as the possibility of spinning off nonconscious “daemons” to accomplish rote tasks, economic growth — at least insofar as it can be
accelerated by intelligence and the robotics of 2050 alone — will accelerate greatly.
Instead of relying upon 1% per year population growth rates, humans might copy themselves or
(more conducive to societal diversity) spin off already-mature progeny as quickly as available
computing power allows. This could lead to growth rates in human capital of 1,000% per year or
far more. More economic growth might ensue in the first year (or month) after uploading than in
the entire 250,000 years between the evolution of Homo sapiens and the invention of uploading.
The first country that widely adopts the technology might be able to solve global poverty by
donating only 0.1% of its annual GDP.

2) Intelligence enhancement. Faster does not necessarily mean smarter.“Weak
superintelligence” is a term sometimes used to describe accelerated intelligence that is not
qualitatively enhanced, in contrast with“strong superintelligence” which is. The road from weak
to strong superintelligence would likely be very short.
By observing information flows in uploaded human brains, many of the details of human
cognition would be elucidated. Running standard compression algorithms over such minds might
make them more efficient than blind natural selection could manage, and this extra space could
be used to introduce new information-processing modules with additional features. Collectively,
these new modules could give rise to qualitatively better intelligence. At the very least, rapid
trial-and-error experimentation without the risk of injury would become possible, eventually
revealing paths to qualitative enhancements.

3) Greater subjective well-being. Like most other human traits, our happiness set points fall on
a bell curve. No matter what happens to us, be it losing our home or winning the lottery, there is
a tendency for our innate happiness level to revert back to our natural set point.
Some lucky people are innately really happy. Some unlucky people have chronic depression.
With uploading, we will be able to see exactly which neural features (“happiness centers”)
correspond to high happiness set points and which don’t, by combining prior knowledge with
direct experimentation and investigation. This will make it possible for people to reprogram their
own brains to raise their happiness set points in a way that biotechnological intervention might
find difficult or dangerous.
Experimental data and simple observation has shown that high happiness set-point people today
don’t have any mysterious handicaps, like inability to recognize when their body is in pain, or
inappropriate social behavior. They still experience sadness, it’s just that their happiness returns
to a higher level after the sad experience is over. Perennial tropes justifying the value of
suffering will lose their appeal when anyone can be happier without any negative side effects.

4) Complete environmental recovery. (I’m not just trying to kiss up to greens, I actually care
about this.) By spending most of our time as programs running on a worldwide network, we will
consume far less space and use less energy and natural resources than we would in a
conventional human body. Because our “food” would be delicious cuisines generated only by
electricity or light, we could avoid all the environmental destruction caused by clear-cutting land
for farming and the ensuing agricultural runoff.
People imagine dystopian futures to involve a lot of homogeneity…well, we’re already here as
far as our agriculture is concerned. Land that once had diverse flora and fauna now consists of a
few dozen agricultural staples — wheat, corn, oats, cattle pastures, factory farms. BORING. By
transitioning from a proteinaceous to a digital substrate, we’ll do more for our environment than
any amount of conservation ever could. We could still experience this environment by inputting
live-updating feeds of the biosphere into a corner of our expansive virtual worlds. It’s the best of
both worlds, literally —virtual and natural in harmony.

5) Escape from direct governance by the laws of physics. Though this benefit sounds more
abstract or philosophical, if we were to directly experience it, the visceral nature of this benefit
would become immediately clear. In a virtual environment, the programmer is the complete
master of everything he or she has editing rights to. A personal virtual sandbox could become
one’s canvas for creating the fantasy world of their choice. Today, this can be done in a very
limited fashion in virtual worlds such as Second Life. (A trend which will continue to the
fulfillment of everyone’s most escapist fantasies, even if uploading is impossible.)
Worlds like Second Life are still limited by their system-wide operating rules and their low
resolution and bandwidth. Any civilization that develops uploading would surely have the
technology to develop virtual environments of great detail and flexibility, right up to the very
boundaries of the possible. Anything that can become possible will be. People will be able to
experience simulations of the past, “travel” to far-off stars and planets, and experience entirely
novel worldscapes, all within the flickering bits of the worldwide network.

6) Closer connections with other human beings. Our interactions with other people today is
limited by the very low bandwidth of human speech and facial expressions. By offering partial
readouts of our cognitive state to others, we could engage in a deeper exchange of ideas and
emotions. I predict that “talking” as communication will become passé — we’ll engage in much
deeper forms of informational and emotional exchange that will make the talking and facial
expressions of today seem downright empty and soulless.
Spiritualists often talk a lot about connecting closer to one another— are they aware that the best
way they can go about that would be to contribute to researching neural scanning or braincomputer interfacing technology? Probably not.

7) Last but not least, indefinite lifespans. Here is the one that detractors of uploading are fond
of targeting — the fact that uploading could lead to practical immortality. Well, it really could.
By being a string of flickering bits distributed over a worldwide network, killing you could
become extremely difficult. The data and bits of everyone would be intertwined — to kill
someone, you’ll either need complete editing privileges of the entire worldwide network, or the
ability to blow up the planet.
Needless to say, true immortality would be a huge deal, a much bigger deal than the temporary
fix of life extension therapies for biological bodies, which will do very little to combat infectious
disease or exotic maladies such as being hit by a truck.

Conclusion
It’s obvious that mind uploading would be incredibly beneficial. As stated near the beginning of
this post, only three things are necessary for it to be a big deal — 1) that you believe a brain
could be incrementally replaced with functionally identical implants and retain its fundamental
characteristics and identity, 2) that the computational capacity of the human brain is a reasonable
number, very unlikely to be more than 1019 ops/sec, and 3) that at some point in the future we’ll
have computers that fast. Not so far-fetched. Many people consider these three points plausible,
but just aren’t aware of their implications.
If you believe those three points, then uploading becomes a fascinating goal to work towards.
From a utilitarian perspective, it practically blows everything else away besides global risk
mitigation, as the number of new minds leading worthwhile lives that could be created using the
technology would be astronomical.
The number of digital minds we could create using the matter on Earth alone would likely be
over a quadrillion, more than 2,500 people for every star in the 400 billion star Milky Way. We
could make a “Galactic Civilization” right here on Earth in the late 21st or 22nd century. I can
scarcely imagine such a thing, but I can imagine that we’ll be guffawing heartily as how
unambitious most human goals were in the year 2010.
“The arrival of nanotechnology will herald a mess of totally unmanageable difficulties. Human
intelligence and ethics are not enough to handle these challenges. Without smarter-than-human,
kinder-than-human forms of intelligence to assist us in confronting these grave difficulties, our
continued survival cannot be ensured.”
“If my million dollars can avert the chance of existential disaster by, say, 0.0001%, then the
expected utility of this action relative to the expected utility of life extension advocacy is
shocking. That’s 0.0001% of the utility of quadrillions or more humans, transhumans, and
posthumans leading fulfilling lives. I’ll spare the reader from working out the math and utility

curves — I’m sure you can imagine them. So, why is it that people tend to devote more resources
to life extension than risk prevention? [My guesses are]:
•They estimate the probability of any risk occurring to be extremely low.
•They estimate their potential influence over the likelihood of risk to be extremely low.
•They feel that positive PR towards any futurist goals will eventually result in higher awareness
of risk.
•They fear social ostracization if they focus on ‘Doomsday scenarios’ rather than traditional
extension.”
“If an existential disaster occurs, not only will the possibilities of extreme life extension,
sophisticated nanotechnology, intelligence enhancement, and space expansion never bear fruit,
but everyone will be dead, never to come back. Because we have so much to lose, existential risk
is worth worrying about even if our estimated probability of occurrence is extremely low.
It is not the funding of life extension research projects that immortalists should be focusing on.
It should be projects that decrease existential risk. By default, once the probability of existential
risk is minimized, life extension technologies will be developed and applied. There are powerful
economic and social imperatives in that direction, but few towards risk management. Existential
risk creates a ‘loafer problem’ — we always expect someone else to do it. I assert that this is a
dangerous strategy and should be discarded in favor of making prevention of such risks a central
focus.”
“At the present rate of scientific and technological progress, there is a real chance that we will
have molecular manufacturing or superhuman artificial intelligence well within the first half of
this century. Now, this creates some considerable promises and dangers. In a worst-case
scenario, intelligent life could go extinct.”
“For example, if someone thought that a century-long ban on new technology were the only way
to avoid a nanotechnological doomsday, she could still classify as a transhumanist, provided her
opinion did not stem from a general technophobia … but was the result of a rational deliberation
of the likely consequences of the possible policies.”
“The technology to produce a destructive nanobot seems considerably easier to develop than the
technology to create an effective defense against such an attack (a global nanotech immune
system, an ‘active shield’).”
“Our approach to existential risks cannot be one of trial-and-error. There is no opportunity to
learn from errors. The reactive approach — see what happens, limit damages, and learn from
experience — is unworkable. Rather, we must take a proactive approach. This requires foresight

to anticipate new types of threats and a willingness to take decisive preventive action and to bear
the costs (moral and economic) of such actions.”
“The Fermi Paradox refers to the question mark that hovers over the data point that we have seen
no signs of extraterrestrial life. This tells us that it is not the case that life evolves on a significant
fraction of Earth-like planets and proceeds to develop advanced technology, using it to colonize
the universe in ways that would have been detected with our current instrumentation. There must
be (at least) one Great Filter — an evolutionary step that is extremely improbable — somewhere
on the line between Earth-like planet and colonizing-in-detectable-ways civilization. If the Great
Filter isn’t in our past, we must fear it in our (near) future. Maybe nearly every civilization that
develops a certain level of technology causes its own extinction.”
“It is important for the human race to spread out into space for the survival of the species. Life
on Earth is at the ever-increasing risk of being wiped out by a disaster, such as sudden global
warming, nuclear war, a genetically engineered virus or other dangers we have not yet thought
of.”
“In the long term, I am more worried about biology. Nuclear weapons need large facilities, but
genetic engineering can be done in a small lab. You can’t regulate every lab in the world. The
danger is that either by accident or design, we create a virus that destroys us.”
“I don’t think the human race will survive the next thousand years, unless we spread into space.
There are too many accidents that can befall life on a single planet.”

